
P A R A L L W A R E  T E C H N O L O G Y
Novel LLVM -Based Software Technology to Assist in Parallelization of Scientific 
Codes  with OpenMP and OpenACC

The Parallware technology is a new unique approach to a classical HPC problem: automatic 
discovery of parallelism in sequential programs and generation of parallel equivalent source code. 
From a technical perspective, it is an LLVM-based source-to-source parallelizing compiler that 
assists in the parallelization of scientific codes with OpenMP and OpenACC. It is compiler-vendor 
independent and can be run on different hardware platforms.

Parallware technology performs static program analysis on top of the LLVM compiler 
infrastructure. In order to discover parallelism, Parallware uses a new computational approach 
that consists on a hierarchical classification scheme for dependence analysis. It overcomes the 
limitations of the classical mathematical approach, discovering parallelism in microbenchmarks, 
mini-apps and snippets of real scientific applications.
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In practice, the classical dependence analysis was not shown to be effective for the parallelization of complex codes, such as mini-apps and 
snippets of real scientific applications. Overall, it is very conservative, time-consuming and computationally intensive.

for(int i=0; i<n; i++) 
   for(int j=0; j<n; j++) 
      for(int k=0; k<n; k++) 
         A[i+1][j][k] = A[i][j][k+1] + 1;
}

Equalities in each array dimension:
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Solutions:
       ΔI = 1    ΔJ = 0    ΔK = -1

Based on the production-grade LLVM compiler infrastructure, Parallware uses a fast, extensible, hierarchical classification scheme to 
address dependence analysis. It splits the code into small domain-independent kernels combining multiple compiler static analyses including 
array access patterns, array access ranges, privatization, data scoping, and aliases through interprocedural function calls. Next, it checks 
dependences between the kernels in order to discover coarse-grain parallelism, determine the best parallelization strategy and implement it 
by annotating the source code with the most appropriate OpenMP and OpenACC directives. 

A great challenge for automatic discovery of parallelism is to handle all the syntactic variations of a program, and discover parallelism 
independently of the implementation details of the program. The simple programs shown below, which aproximate the value of number π, 
illustrate this issue. In practice, classical dependence analysis is defeated by syntactical variations. In contrast, by extending the classification 
scheme, Parallware  succeds in classifying them into a category of domain-independent kernels and in applying the parallelization strategies 
available for that kernel.

for(i=0; i<n; i++) {
   A[i] = B[i] * B[i];
}

sum = 0;
for(i=0; i<n; i++) {
   sum = sum + A[i];
}

for(i=1; i<n; i++) {
   A[i] = A[i-1] + A[i];
}

sum = 0.0;
for (i = 0; i < N; i++) {
   double t = (i + 0.5);
   sum += sqrt(1 - (t / N) * (t / N));
}
pi = 4.0 / N * sum;

sum = 0.0;
for (i = 0; i < N; i++) {
   sum += sqrt(1 - f(i,N) * f(i,N) );
}
pi = 4.0 / N * sum;

sum = 0.0;
for (i = 0; i < N; i++) {
   double x = (i + 0.5) / N;
   sum += sqrt(1 - x * x);
}
pi = 4.0 / N * sum;

The classical approach to discover parallelism solves systems of mathematical equations to prove the existence of dependences between loop 
iterations. These methods try to prove if the loop is free of race conditions and can be run in parallel guaranteeing correcteness. Otherwise, 
sequential execution is preserved in order to avoid violating the true, output and antidependences found in the code.

From a technical perspective, classical dependence analysis needs to solve a system of linear equations for each dimension of each pair of 
memory references. In addition, frequently-used programming language features such us pointers, procedure calls, indirect memory references 
and complex control flow, lead to the introduction of unknowns that make the system of linear equations unsolvable. The existence such a  
system prevents the parallelization of the loop in order to conservatively preserve the correctness of the program.

Overall, this computational approach learns from the analysis of new codes, is not time-consuming and is not computationally-intensive, 
which enables its use on microbenchmarks, mini-apps and snippets of real scientific applications.

double f(int i, int N) {
   return ((i + 0.5) / N);
}



Matrix operations are one of the most common computations in 
scientific applications. Sometimes the programmer needs to use 
very large matrices, which may not fit in the available memory. This 
issue has motivated the usage of alternative matrix representations 
which are able to take advantage of regularities in the matrix data 
to reduce the amount of stored information. When a large portion 
of the elements in a matrix are zero, it is called sparse matrix.

Compressed Row Storage (CRS) is among the most common 
representations for sparse matrices. Assume a dense matrix of 
size 5x5 called A. Its representation in CRS format uses three 
arrays: val stores non-zero elements consecutively in memory; 
col_ind is the list of column indices for each element of the array 
val; and row_ptr is the offset where each row begins. In general, 
the access to individual elements is slower because additional 
indirect accesses are required. However, when reading complete 
rows to perform arithmetic operations, the cost of indirections is 
amortized by skipping zeros and reading less data overall.

The text case presented below is called ATMUX. It computes the 
multiplication of a transposed sparse matrix in CRS format by a 
vector x. The source code of ATMUX computes the output vector 
y, which is accessed indirectly for reading and also for writing. The 
index k iterates over the non-zero elements of the selected row i, 
while col_ind[k] is the actual column index of each row. Note that 
col_ind[k] introduces indirect accesses so that the elements of val 
read/written in each iteration are compile-time unknowns. As a 
result, classical dependence analysis fails to discover parallelism in 
ATMUX due to such unknowns in the mathematical equations. In 
contrast, Parallware technology classifies the loop as an irregular 
reduction. Irregular reductions that tend to be compute-bound 
are used in many fields of computational science and engineering, 
such as computational fluid dynamics and computational 
electromagnetics. 
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Parallware technology supports parallel irregular reductions. It 
automatically generates an OpenMP parallel-equivalent program 
as follows. The loop is enclosed inside a pragma parallel to enable 
multi-threading and inside a pragma for to share the workload of 
the loop iterations among the threads. Next, Parallware realizes 
that if several threads try to update the same location of the out-
put vector y at the same time, race conditions may occur leading 
to incorrect results. To avoid this issue, a pragma atomic update is 
inserted. Finally, Parallware minimizes parallelization overhead by 
using one parallel region for the two loops of ATMUX.

The performance of the parallel irregular reduction was tested for 
12000 rows executed on a quad-core Core i7 4700MQ processor 
at 2.40 GHz, running up to 8 simultaneous threads with Hyper-
threading enabled. The total speedups obtained by Parallware is 
2.05x with 2.02 seconds of sequential execution and 0.99 seconds 
of parallel execution.

01   void atmux(double* val, double* x, double* y, 
02                      int* col_ind, int* row_ptr, int n) 
03   {
04      #pragma omp parallel default(none) \
05                     shared(col_ind, n, row_ptr, val, x, y)
06      {
07      #pragma omp for schedule(auto)
08      for(int t = 0; t < n; t++)
09          y[t] = 0;
10
11      #pragma omp for schedule(auto)
12      for(int i = 0; i < n; i++) 
13         for (int k = row_ptr[i]; k < row_ptr[i+1]; k++) {
14             #pragma omp atomic update
15             y[col_ind[k]] += x[i] * val[k];
16         }
17      } // end parallel
18   }

01   void atmux(double* val, double* x, double* y, 
02                      int* col_ind, int* row_ptr, int n) 
03  {
04      for(int t = 0; t < n; t++)
05          y[t] = 0;
06
07      for(int i = 0; i < n; i++) 
08         for (int k = row_ptr[i]; k < row_ptr[i+1]; k++) 
09             y[col_ind[k]] += x[i] * val[k];
10   }

01   void atmux(double* val, double* x, double* y, 
02                      int* col_ind, int* row_ptr, int n) 
03   {
04      for(int t = 0; t < n; t++)
05          y[t] = 0;
06
07      for(int i = 0; i < n; i++) {
08         int row_begin = row_ptr[i];
09         int row_end = row_ptr[i+1];
10         for (int k = row_begin; k < row_end; k++)
11             y[col_ind[k]] += x[i] * val[k];
12      }
13   }
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A N  E X A M P L E :  AT M U X

val[9] = {40, 55, 56, 9, 34, 18, 57, 21, 29 }

row_ptr[6] = {  0,    1,   5,   6,    7,   9  }

col_ind[9] = { 1,  1,  2,   3,  4,  0,  4,  1,  3, }
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Appentra is a technology company providing software tools for guided parallelization in high-
performance computing and HPC-like technologies.
Appentra was founded in 2012 as a spin-off from the University of A Coruña. Dr. Manuel 
Arenaz and his team were conducting research in the area of advanced compilation techniques 
to improve the performance in high-performance parallel computing codes.
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